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PROJECT GOALS

Overall charter
A unique, tool-assisted, domain-specific co-design approach

for the class of stencil codes

Co-design of application, algorithm, and architecture-aware
software:

à to ease application development
à for performance analysis and tuning
à to ensure short turn-around times
à for reasons of portability

Exploitation of domain knowledge at every development phase:
à for application- and platform-specific optimization
à to reach exascale performance

WORK AREAS

A: Algorithmic engineering (ACS, LSS) 

B:  Domain-specific representation and modeling (CoD) 

C:  Domain-specific optimization and generation (SPL) 

D:  Polyhedral optimization and code generation (Prog) 

Hardware-optimized code  

E:  Platform-specific code optimization and generation (CoD, LSS) 

A1. Math. classification and model of domain knowledge 
A2. Quantification of num. performance of multigrid components 
A3. Declarative optimization rules 
A4. Algorithms for scalability enhancement 

B1. Domain capture in a DSL 
B2. Cluster description language 
B3. Compiler and editor support 

C1. Internal representation of domain knowledge 
C2. Rule-based, domain-specific optimization engine 
C3. SPL-based code generator 
C4. Variant-space exploration based on features 

D1. Polyhedral modeling 
D2. Polyhedral parallelization 
D3. Polyhedral optimization 
D4. Polyhedral search space exploration 

E1. Intra-node code generation and optimization 
E2. Inter-node code generation and optimization 
E3. Performance analysis of target-specific implementations 

DESIGN FLOW
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Domain<2D, double> Dom = l o a d _ f r o m _ f i l e ( . . . ) ;
Stencil <2D, double> Sten = {

{ 0 , −1, 0 } ,
{−1 , 4 , −1} ,
{ 0 , −1, 0 } } ;

Restr ict ion <2D, double> Rest = { . . . } ;
In terpolat ion <2D, double> I n t e r = { . . . } ;
MultiGridSolver Solver (Dom, Sten , Rest , I n t e r ) ;
Solver . loadHardwareTopology ( " c l u s t e r . xml " ) ;
Solver . setSmoother ( Jacobi ) ;
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void GaussSeidel_rb ( i n t lev , Array <double> ∗Sol , Array <double> ∗RHS) {
i n t o f f s e t ;

#pragma omp p a r a l l e l for pr ivate ( o f f s e t )
for ( i n t i =1; i <Sol [ l ev ] . nrows ( ) −1; i ++) {

o f f s e t = ( i % 2 == 0 ? 2 : 1) ;
for ( i n t j = o f f s e t ; j <Sol [ l ev ] . nco ls ( ) −1; j +=2) {

Sol [ l ev ] ( i , j ) = double ( 0 . 2 5 ) ∗ (RHS[ lev ] ( i , j ) + Sol [ l ev ] ( i +1 , j )
+ Sol [ l ev ] ( i −1, j ) + Sol [ l ev ] ( i , j +1) + Sol [ l ev ] ( i , j −1) ) ;

}
}

#pragma omp p a r a l l e l for pr ivate ( o f f s e t )
for ( i n t i =1; i <Sol [ l ev ] . nrows ( ) −1; i ++ ) {

o f f s e t = ( i % 2 == 0 ? 1 : 2) ;
for ( i n t j = o f f s e t ; j <Sol [ l ev ] . nco ls ( ) −1; j +=2) {

Sol [ l ev ] ( i , j ) = double ( 0 . 2 5 ) ∗ (RHS[ lev ] ( i , j ) + Sol [ l ev ] ( i +1 , j )
+ Sol [ l ev ] ( i −1, j ) + Sol [ l ev ] ( i , j +1) + Sol [ l ev ] ( i , j −1) ) ;

}
}

}

SPPEXA RELEVANCE
SPPEXA topics:

(1) programming, (2) computational algorithms, (3) software tools
Exascale deliverables:

à multigrid solver technology
à polyhedral loop optimization technology
à exploitation of domain-specific knowledge
à prototypical applications

Supercomputers used in the first phase:
à SuperMUC, Leibniz Computation Centre (TOP4, June 2012)
à JuQUEEN, Jülich Research Centre (TOP8, June 2012)
à TSUBAME 2.0, Tokyo Institute of Technology (TOP14, June 2012)

Technology transfer in SPPEXA:
à polyhedral, target-specific loop optimization technology
à software product-line technology
à domain-specific optimization technology

RESEARCH PLAN
First funding phase:

à exascalable multigrid solvers (methods and mathematics for analysis)
à domain-specific language (for application and platform)
à product-line framework (domain assets, generator, optimizer)
à two applications: particle simulation, quantum chemistry

Second funding phase:
à exploitation of stencil-code variability
à power-awareness, error-resilience, dynamicity
à SPPEXA technology transfer

F.3 Proof of flexibility

Input: Models, tools, code, and target installations of all work packages.

Goals: Evaluation of the ease of navigating between different variants of a stencil code (see also
F.2). Evaluation of the portability of applications written in our DSL with respect to changes to
the target platform. Demonstration that there is no performance penalty when targeting different
hardware platforms compared to legacy implementations.

Methods and tools: Comparison of the execution speed of the implementations automatically
generated by our tools against legacy implementations specially optimized for the target platforms.
Demonstration of both intra-node performance and inter-node scalability.

F.4 Proof of exascale performance

Input: Generated final code for variants of above-mentioned test applications for exascale target.

Goals: Experiments on JUGENE in Jülich and TSUBAME in Japan.

F.Deliverables: Data substantiating that exascale performance is achievable; scientific findings
and insights as input to the second funding period.

2.3.2 Work schedule of ExaStencils

The plot of the work schedule in Figure 2 depicts the activity of each group. Work area F
constitutes the final integration and testing. We request, for each of the five groups, one full-time
researcher position and one student assistant position; see Section 4.1.1.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 t

Area E (LSS) E.2 E.2 E.3 F

Area E (CoD) E.1 E.3 F

Area D (Prog) D.1 D.2 D.3 D.4 F

Area C (SPL) C.1 C.2 C.3 C.4 F

Area B (CoD) B.1 B.2 B.3 F

Area A (LSS) A.1 A.3 A.4 F

Area A (ACS) A.1 A.2 A.3 A.4 F

ACS – CoD – LSS – Prog – SPL – crosscutting

2.3.3 Preview of the second funding phase

With the size of the research task at hand, a cross-level design flow for exascale stencil compu-
tations will become available at the end of the first funding phase. The impact plan of project
ExaStencils is laid out for two three-year funding periods and the following important topics of
investigation constitute a preliminary list of important directions to pursue:

• Broader spectrum of algorithms and applications: Expand the stencil product line, its
repository of domain assets, domain-specific optimization rules, etc.

• Energy-aware stencil computing: Address methods used in modern processor technol-
ogy to guard the expected power wall such as voltage and frequency scaling, dynamic
power management and power gating technology to reduce power consumption in multigrid
applications. E.g., slower iteration levels in V- and W-models may use different power
settings to balance workload. Investigate the tradeoff execution time for power.
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